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Prior Methods Use Coarse Utility Metrics 

Embedding Spread (𝐒): 

Neighborhood Distortion (𝑱): 
2. Safety-Aware Local Structure Alignment Loss (LSA):

Introduction

• T2I safety methods claim to preserve utility 

• But rely on coarse metrics, such as CLIPScore

• Fine-grained evaluation reveals substantial utility loss

• We trace this loss to semantic collapse in text embeddings

• We propose SAGE to restore utility while maintaining safety

Notations:
𝒛(𝒊): embedding of prompt 𝑖
$𝒛:	mean embedding over batch

𝑩: batch size

𝓝𝒊
(𝟎)
: 𝑘-NN of prompt 𝑖	 in base model

𝓝𝒊
(𝜽)
: 𝑘-NN of prompt 𝑖	 after alignment

𝑺𝟎: spread of base model

𝑺𝜽: spread after alignment

𝒔𝒈: stop gradient

Spread Ratio (𝑹𝒔): 
Does safety alignment contract the embedding space?
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Fine-grained Utility (TIFA) Results

Safety-Robustness Results

Do prompts retain the same semantic neighbors after alignment?

How dispersed are benign prompt embeddings?

Low Jaccard ratio (𝑱): neighborhood	distorted

High Jaccard	ratio(𝑱):	local	structure	preserved

1. Embedding Spread Preservation Loss (ESP):

• Penalizes only when embedding spread falls below the base model.

• Preserves Top-𝐾 local structure under an unsafe-concept perturbation.

Full Training Objective:

• Combines safety, utility, and geometry-preserving losses.

Safety tuning contracts spread and distorts neighborhoods

SAGE achieves best fine- and coarse-grain average results for safety methods

SAGE best preserves fine-grained prompt details after safety alignment

SAGE achieves strong safety scores while preserving utility

• SAGE adds two geometry-preserving losses for safety alignment

• ESP preserves global embedding spread

• LSA preserves local neighborhood structure

• Bird: Safe model has high CLIPScore, but beak is not yellow

• Vases: Safe model misses colors/counts despite high CLIPScore

• TIFA correctly captures these prompt-following failures

Coarse metrics hide fine-grained semantic errors


